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An idiomatic Elixir client for TerminusDB, the document
graph database with built-in version control. It is built on
Req and treats connection context as immutable data,
making it safe for concurrent use.
Installation
Add terminusdb_client to your dependencies in mix.exs:
def deps do
  [
    {:terminusdb_client, "~> 0.3.3"}
  ]
end
Then run mix deps.get.
Quick start
# 1. Configure a connection (immutable context). Default auth is admin:root.
config = TerminusDB.Config.new(endpoint: "http://localhost:6363")

# 2. Create a database with a schema graph.
{:ok, _} =
  TerminusDB.Database.create(config, "mydb",
    label: "My Database",
    comment: "A demo database",
    schema: true
  )

# 3. Scope the config to the database for document operations.
config = TerminusDB.Config.with_database(config, "mydb")

# 4. Insert a schema (a Class document in the schema graph).
{:ok, _} =
  TerminusDB.Document.insert(config,
    %{"@type" => "Class", "@id" => "Person", "name" => "xsd:string", "age" => "xsd:integer"},
    author: "admin", message: "add Person schema",
    graph_type: :schema
  )

# 5. Insert a document (an instance of Person).
{:ok, _} =
  TerminusDB.Document.insert(config,
    %{"@type" => "Person", "name" => "Alice", "age" => 30},
    author: "admin", message: "add Alice"
  )

# 6. Retrieve documents by type.
{:ok, docs} = TerminusDB.Document.get(config, type: "Person", as_list: true)
# => [%{"@id" => "Person/Alice", "name" => "Alice", "age" => 30}]

# 7. Query by template (match all Person documents with age 30).
{:ok, matches} =
  TerminusDB.Document.query(config, %{"@type" => "Person", "age" => 30})

# 8. Retrieve the schema frame for the Person class.
{:ok, frame} = TerminusDB.Schema.frame(config, "Person")
# => %{"@type" => "Class", "name" => "xsd:string", "age" => "xsd:integer"}

# 9. Create a branch and work on it.
{:ok, _} = TerminusDB.Branch.create(config, "feature")
feature_config = TerminusDB.Config.with_branch(config, "feature")

# 10. Stream large result sets without loading everything into memory.
TerminusDB.Document.stream(config, type: "Person")
|> Stream.each(&IO.inspect/1)
|> Stream.run()

# 11. Clean up.
{:ok, _} = TerminusDB.Document.delete(config, id: "Person/Alice", author: "admin", message: "remove")
{:ok, _} = TerminusDB.Branch.delete(config, "feature")
{:ok, _} = TerminusDB.Database.delete(config, "mydb")
GraphQL
TerminusDB auto-generates a GraphQL endpoint from your document schema.
Query and mutate using raw GraphQL strings:
# Query all Person documents
{:ok, result} = TerminusDB.GraphQL.query(config, "{ Person { name age } }")
# => {:ok, %{data: %{"Person" => [%{"name" => "Alice", "age" => 30}]}, errors: nil}}

# Insert via mutation
{:ok, _} = TerminusDB.GraphQL.mutate(config, "mutation { _insertDocuments(json: \"...\") }")

# Introspect the auto-generated schema
{:ok, schema} = TerminusDB.GraphQL.introspect(config)
WOQL queries
The WOQL DSL provides ~100 composable operators for graph queries:
import TerminusDB.WOQL

# Query with select, triple pattern, and limit
{:ok, result} =
  WOQL.execute(config,
    select(["v:Name", "v:Age"],
      limit(10,
        and_([
          triple("v:Person", "name", "v:Name"),
          triple("v:Person", "age", "v:Age"),
          triple("v:Person", "rdf:type", iri("@schema:Person"))
        ])
      )
    )
  )

# Stream WOQL results (lazy, constant memory)
{:ok, stream} = WOQL.execute_stream(config, query)
Enum.to_list(stream)
All public functions return {:ok, result} or {:error, %TerminusDB.Error{}}. Each
!/1-suffixed variant raises TerminusDB.Error instead.
Authentication
Basic auth (default admin/root) or a bearer token:
config = TerminusDB.Config.new(endpoint: "http://localhost:6363", token: "tok_abc")
Telemetry
Every operation emits [:terminusdb, <area>, :start] and [:stop] events
(<area> is :database, :document, :query, :branch, :merge, :diff,
:commit, :woql, :graphql, :prefix, :triples, :remote, or
:connection). Attach with :telemetry.attach_many/4. See TerminusDB.Telemetry
and ADR-0005.
:telemetry.attach_many(
  "my-handler",
  [[:terminusdb, :database, :stop]],
  fn _event, %{duration: duration}, meta, _ctx ->
    :telemetry.execute([:my_app, :db, :duration], %{duration: duration}, %{path: meta.path})
  end,
  nil
)
Development
mix deps.get
mix test                 # hermetic unit + doctests
mix coveralls            # coverage (target 80%, enforced via coveralls.json)
mix quality              # format + credo + sobelow + dialyzer
mix verify               # full quality gate + tests + docs

Integration tests run against a Dockerized TerminusDB (the image has no in-container
healthcheck, so poll from the host):
docker compose up -d
until curl -sf http://localhost:6363/api/ok >/dev/null 2>&1; do sleep 1; done
mix test --only integration
docker compose down

Roadmap
	Milestone	Scope	Status
	v0.1.0	Config, Error, Telemetry, Client, Database API	Done
	v0.2.0	Document CRUD + streaming, Schema, Branch, guides	Done
	v0.3.0	Commit, Diff, Merge, WOQL DSL v0.1, TerminusDB 12 compat	Done
	v0.3.1	WOQL DSL v0.2 (~70 operators, 4-wrapper value model, path DSL)	Done
	v0.3.2	GraphQL, temporal/Allen (19 ops), RDF list (17 fns), CSV/IO (6 ops), range queries (8 ops), prefix mgmt, patch/apply, triples, remote, WOQL streaming, benchmarks, tutorials	Done
	v0.3.3	Bug fixes: document query filtering, branch-scoped paths, Schema.all @context filtering, Livebook script repair	Done
	v0.4.0	Ecto schema definition (TerminusDB.Schema macro), access control (RBAC), Explorer DataFrame integration	Pending
	v0.5.0	ExDatalog bridge (TerminusDB.Datalog)	Pending

Parity with the Python client
Full gap analysis: see baoulo/reviews/gap-analysis.md in the repository.
	Area	Elixir	Python	Notes
	WOQL operators	108	108	Full parity
	RDF list library	17 fns	17 fns	Full parity
	GraphQL	3 methods	None	Elixir advantage
	Telemetry	Every op	None	Elixir advantage
	Schema definition	Read-only frames	Full DocumentTemplate metaclass	v0.4 (Ecto)
	DataFrame	None	pandas WOQLDataFrame	v0.4+ (Explorer)
	Access control	None	16 methods (orgs/users/roles)	v0.4+
	Property tests	9 (StreamData)	None	Elixir advantage
	ADRs	13	None	Elixir advantage

See docs/adr/ for architectural decisions behind each milestone.
License
Licensed under the Apache License, Version 2.0.
See LICENSE.


  

    Changelog

All notable changes to terminusdb_ex are documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
[0.3.3] — 2026-06-27
Fixed
	Document.query/3: was sending the template as a bare GET body instead of
a POST with X-HTTP-Method-Override: GET and the template wrapped in a
{"query": template, "graph_type": ..., "skip": ...} body. The server
ignored the unwrapped template and returned all documents. Now matches the
Python client's query_document method.
	Document and Schema path helpers: were producing paths like
document/{org}/{db} — missing the /{repo}/branch/{branch} segment.
All document and schema operations went to the default branch regardless
of config.branch, so documents inserted on a feature branch were visible
on main. Both document_path/2 and schema_path/2 now include repo and
branch from config.
	Schema.all/2: returned the raw server response which includes an
@context key (JSON-LD metadata). Now filters out @-prefixed keys so
Map.keys/1 returns only class names.
	Client.req_opts/1: added :headers to the allowed opts so per-request
headers (e.g. X-HTTP-Method-Override) can be passed through to Req.
	Livebook script (terminusdb_ex_livebook.exs and .livemd): added missing
email field to Dave and Eve inserts (schema requires it), replaced
%Error{} struct pattern with map pattern (structs from Mix.install deps
aren't available at compile time in .exs scripts), wrapped
Database.create! in try/rescue so cleanup runs, added delete-if-exists
guard before database creation, updated Mix.install version to ~> 0.3.3.

Added — Regression tests
	Unit: Document.query sends POST with wrapped body and override header.
	Unit: document paths include repo/branch from config (feature branch test).
	Unit: document paths default to main when no branch scoped.
	Unit: Schema.all filters @context from response.
	Unit: Schema.all! returns frames without @context.
	Integration: Document.query filters by template fields (age: 28 → only Carol).
	Integration: documents on feature branch not visible on main.
	Integration: Schema.all returns only class names, not @context.

[0.3.2] — 2026-06-26
Added — GraphQL (ADR-0009)
	TerminusDB.GraphQL module: query/3, mutate/3, introspect/2 — thin
HTTP wrapper for the /api/graphql/{org}/{db} endpoint.

Added — Temporal / Allen WOQL (ADR-0010)
	interval/3, interval_start_duration/3, interval_duration_end/3,
interval_relation/5, interval_relation_typed/3, date_duration/3,
day_after/2, day_before/2, weekday/2, weekday_sunday_start/2,
iso_week/3, month_start_date/2, month_end_date/2,
month_start_dates/3, month_end_dates/3, in_range/3, sequence/5,
range_min/2, range_max/2.

Added — RDF list library (ADR-0011)
	TerminusDB.WOQL.RDFList module with 17 functions: rdflist_list/2,
rdflist_peek/2, rdflist_last/2, rdflist_nth0/3, rdflist_nth1/3,
rdflist_member/2, rdflist_length/2, rdflist_pop/2, rdflist_push/3,
rdflist_append/3, rdflist_clear/2, rdflist_empty/1,
rdflist_is_empty/1, rdflist_slice/4, rdflist_insert/4,
rdflist_drop/2, rdflist_swap/3.

Added — CSV / IO (ADR-0012)
	WOQL.get/2, WOQL.put/3, WOQL.woql_as/1, WOQL.file/2,
WOQL.remote/2, WOQL.post/2.

Added — Range queries
	triple_slice/5, quad_slice/6, triple_slice_rev/5,
quad_slice_rev/6, triple_next/4, quad_next/5,
triple_previous/4, quad_previous/5.

Added — Client API gaps
	TerminusDB.Prefix module: get/2, add/3, update/3, upsert/3,
delete/2, all/2.
	Branch.squash/2, Branch.reset/3, Database.optimize/2.
	TerminusDB.Patch struct: from_json/1, to_json/1, update/1,
before/1, copy/1.
	Diff.diff_object/2, Diff.diff_version/2, Diff.patch/2,
Diff.patch_resource/2, Diff.apply/3.
	Commit.document_history/3.
	TerminusDB.Triples module: get/2, update/3, insert/3.
	WOQL.execute_stream/3 — streaming WOQL results.
	TerminusDB.Remote module: clone/4, fetch/2, push/3, pull/3.

Added — Benchmarks
	benchee dev dependency.
	TerminusDB.Benchmark helper module.
	5 benchmark suites in bench/.

Added — Tutorials
	guides/graphql-guide.md — GraphQL queries, mutations, filters, pagination.
	guides/temporal-allen-guide.md — Intervals, Allen relations, calendar ops.
	guides/csv-import-guide.md — CSV reading/writing with WOQL.
	guides/rdf-list-guide.md — RDF list manipulation.

Changed
	rdflist_push/2 changed to rdflist_push/3: now takes a new_head_var
parameter so callers can update their reference to the new list head.
	Benchmark.seed_database/2 return type changed from Config.t() to
{Config.t(), String.t()} so callers can clean up the database after
benchmarking.
	Patch.before/1 and Patch.update/1 asymmetry documented: before/1
preserves non-SwapValue fields for full state reconstruction; update/1
only includes changed (SwapValue) fields.
	WOQL.execute_stream/3 now uses lazy Stream.map instead of eager
Enum.map, and safe Jason.decode/1 instead of Jason.decode!/1.
	GraphQL.query/3, GraphQL.mutate/3, GraphQL.introspect/2, and all
Prefix.* functions now return {:error, %Error{reason: :config}} when
no database is scoped, instead of raising.

Fixed — Review fixes (review-0.3.2.md)
	rdflist_nth0/rdflist_nth1 variable-index path: fixed missing v.dec
variable in localize map; added eval(minus(...)) for decrement; unrolled
recursion to avoid infinite Elixir recursion (C1).
	rdflist_slice/4: fixed silently ignored end_val parameter; rewrote
with proper start/end bounds using cell navigation + collect (C2).
	rdflist_swap/3: fixed no-op implementation; added rdflist_cell_at
helper and delete_triple/add_triple write operations for both cells (C3).
	rdflist_drop/2: fixed to operate on the cell at position, not the list
head; position 0 deletes from head, position > 0 navigates to cell and
relinks parent (H1).
	rdflist_clear/2: wrapped deletetriple calls inside `opt(and([triple,
delete]))` blocks to guard against unbound variables (M4).
	encode_arithmetic/1: added clause for non-variable binary strings (L2).
	Benchmark.seed_database/2: returns {config, db_name} for cleanup (L4).
	RDFList tests: added structural AST assertions verifying write operations
(AddTriple/DeleteTriple) in swap/drop, dec variable in nth, Optional
blocks in clear (L5).
	encode_value/1: added list encoding for range_min/range_max
operands (uses DataValue wrapper with list field).

Deferred to v0.3.3+
	GraphQL builder DSL.
	graph/1 context setter.
	Data version headers (last_data_version/get_data_version).
	Gzip compression for large document inserts.
	Macro sugar layer (TerminusDB.WOQL.Macros).

Deferred to v0.4+
	Access control (organizations, users, roles, capabilities).
	DataFrame (Explorer) integration.
	Ecto integration (TerminusDB.Schema macro).

0.3.1 — 2026-06-25
Added — WOQL DSL v0.2 (ADR-0008)
Expanded the WOQL builder DSL from 7 operators to ~70, covering the core and
important-advanced vocabulary (Tier 1+2).
	Logical combinators: not_/1, opt/1 (alias optional/1), once/1,
immediately/1.
	Query modifiers: distinct/2, limit/2, start/2, order_by/2 (accepts
tuple-list or keyword-list form), group_by/4, count/2, collect/3, star/0,
all/0.
	Graph patterns: quad/4, added_triple/3, removed_triple/3, added_quad/4,
removed_quad/4, add_triple/3, delete_triple/3, add_quad/4, delete_quad/4,
update_triple/3, update_quad/4.
	Comparison: less/2, greater/2, gte/2, lte/2, like/3.
	Schema ops: isa/2, sub/2 (alias subsumption/2), cast/3 (alias
typecast/3).
	Arithmetic: eval/2, plus/1, minus/1, times/1, divide/1, div/1,
exp/2, floor/1, sum/2.
	String ops: concat/2, join/3, substr/5 (alias substring/5), trim/2,
upper/2, lower/2, pad/4, split/3, length/2, regexp/3.
	List/Set/Dict: dot/3, member/2, slice/4, set_difference/3,
set_intersection/3, set_union/3, set_member/2, list_to_set/2.
	Path/navigation: path/3..4 with a dual-mode DSL — string-compiled parser
(path("v:S", "<friend*{1,3}", "v:O")) and structured builders (path_star/1,
path_plus/1, path_times/3, path_seq/1, path_or/1, path_inverse/1,
path_pred/1, path_any/0).
	ID generation: unique/3, idgen/3 (alias idgenerator/3), idgen_random/2
(alias random_idgen/2).
	Documents: insert_document/2, update_document/2 (optional identifier),
delete_document/1.
	Graph context: using/2, from/2, into/2, comment/2.
	Graph meta: size/2, triple_count/2.
	Literal/value helpers: var/1, iri/1, string/1, boolean/1, datetime/1,
date/1, literal/2, true_/0.

Changed
	4-wrapper value model: the JSON-LD encoder now uses NodeValue, Value,
DataValue, and ArithmeticValue (matching the Python/JS clients), replacing the
2-wrapper NodeValue/DataValue model from v0.3.
	triple/3 object encoding: constant string objects now encode as Value with
xsd:string data (literals), matching Python. Previously they encoded as NodeValue
with node (IRIs). Migration: pass iri("...") explicitly when an IRI object
is intended.
	read_document/2 field ordering: the document id is now under "identifier"
(NodeValue) and the output variable under "document" (Value), matching the
canonical wire format. Previously these were swapped.
	eq/2 operands: now wrapped in Value (was DataValue), matching Python.
	type_of/2: value uses Value, type uses Value (was NodeValue).
	float literals: encode as xsd:decimal in the query builder (matches Python's
wire output).
	Module split: woql.ex now delegates encoding/decoding/path/literal helpers to
internal sub-modules (Encoder, Decoder, Path, Literal).
	Version bumped to 0.3.1; source_ref updated for HexDocs.

Fixed
	read_document/2: field ordering now matches the canonical WOQL JSON-LD wire format
(was reversed, causing incorrect encoding).
	Path parser: now raises ArgumentError on empty or malformed patterns instead
of crashing with MatchError.
	Path quantifier {n} now correctly produces PathTimes with to = n (exactly n),
distinguishing it from {n,} (at least n, unbounded).
	WOQL.execute/3: now returns {:error, %Error{reason: :config}} when no database
is scoped in config, instead of raising. Added :config to TerminusDB.Error
reason types.
	insert_document/2 and update_document/2: document maps are now encoded as
DictionaryTemplate with FieldValuePair entries (matching the JS doc()
wrapper), fixing "Not well formed WOQL JSON-LD" errors on TerminusDB 12.

Deferred to v0.3.2+
	Temporal / Allen interval algebra family (19 operators).
	RDF list library (WOQLLibrary.rdflist_*, 17 macros).
	CSV/IO (get, put, woql_as, file, remote, post).
	graph/1 context setter.
	Macro sugar layer (TerminusDB.WOQL.Macros).
	Range query family (triple_slice*, triple_next, triple_previous).

0.3.0 — 2026-06-25
Added — versioned query workflows and WOQL DSL
	TerminusDB.Commit: commit history and inspection — log/2, history/2,
get/3 (plus !/ variants). Branch-aware with pagination (:start, :limit).
	TerminusDB.Diff: document and branch-level diff — compare/2 /
compare!/2. Supports before/after document values or branch/commit refs,
plus :keep for field preservation.
	TerminusDB.Merge: branch merge (rebase) — merge/2 (plus
!/ variant). Uses the /api/rebase endpoint with author/rebase_from
body.
	TerminusDB.WOQL: functional builder DSL (ADR-0002) — triple/3,
and_/1, or_/1, eq/2, select/2, read_document/2, type_of/2.
Serializes to the correct WOQL JSON-LD wire format (NodeValue/DataValue
wrappers, short type names like "Triple", "Equals"). to_jsonld/1 and
from_jsonld/1 are round-trip tested. execute/3 / execute!/3 POST to
/api/woql/:org/:db/:repo/branch/:branch with commit_info support.
	Telemetry areas :commit and :woql added to TerminusDB.Telemetry.
	Integration tests for commit log/history, diff, merge (branch divergence +
rebase), and WOQL execution against a live TerminusDB 12.
	Overview guide updated with Commit, Diff, Merge, and WOQL DSL sections.
	58 new unit tests (Commit, Diff, Merge, WOQL including round-trips).

Fixed (discovered via integration testing against TerminusDB 12)
	Schema.frame/3: class name is now a ?type= query param, not a path
segment (server returns 404 for path-appended class names).
	Branch.exists?/3: rewrote to check db/:org/:db?branches=true branch list
(the /branch endpoint only supports POST/DELETE, not HEAD or GET).
	Document.query/3: now always sends as_list=true (server returns
concatenated JSON by default, which crashes Req's JSON decoder).
	Commit.history/2: uses the /log endpoint (the /history endpoint requires
a commit ID and cannot list without one).
	WOQL.eq/2: type is "Equals" not "Eq"; literals are wrapped in
DataValue with xsd type annotations.
	Merge.merge/2: uses /rebase with author/rebase_from body (not
/pull with remote/remote_branch, which causes 500 on local merges).
	WOQL.execute/3: now includes :repo/:branch in the WOQL path
(woql/:org/:db/:repo/branch/:branch).

Changed
	Version bumped to 0.3.0; source_ref updated for HexDocs.
	TerminusDB 12 compatibility verified (v12.0.5): range queries, ISO8601 date
predicates, WOQL comment/collect predicates, cardinality on Set,
@metadata/@context JSON handling, diff+streaming in history endpoint.

0.2.0 — 2026-06-24
Added — document, schema, branch, and streaming APIs
	TerminusDB.Document: document CRUD and query API — insert/3, get/2,
query/3, replace/3, delete/2, stream/2 (plus !/ variants). Supports
graph_type (instance/schema), author/message commit metadata,
full_replace, raw_json, create, nuke, pagination (skip/count),
as_list, unfold, minimized, compress_ids. The stream/2 function
returns a lazy Enumerable of decoded documents with constant memory via
Req's into: :self and the concatenated-JSON splitter.
	TerminusDB.Schema: schema frame API — frame/3, all/2 (plus !/
variants). Supports compress_ids and expand_abstract params (including
explicit false).
	TerminusDB.Branch: branch management API — create/3, delete/3,
exists?/3 (plus !/ variants). Supports :from, :organization, :repo
overrides in both the path and the origin body.
	TerminusDB.Streaming: incremental concatenated-JSON decoder for streaming
document responses (ADR-0007). split_concatenated/1 (bracket/depth-aware
splitter respecting string literals, escapes, and cross-chunk boundaries) and
document_stream/2 (with a configurable receive timeout).
	Internal shared helper for building query parameters (Client.Params),
parameters, distinguishing flag params (omit when false) from tri-state bool
params (send explicit false to override server defaults).
	TerminusDB.Client.resource_path/2: now resolves org/db from config and
opts, used by all per-module path builders.
	Integration tests for Document (insert/query/stream/delete), Schema (frame
retrieval), and Branch (create/exists?/delete) against a Dockerized TerminusDB.
	54 new unit tests covering Document, Schema, Branch, and Streaming.
	Guides: guides/introduction.md (TerminusDB concepts), guides/migrating-from-sql.md
(SQL-to-TerminusDB migration by example), guides/overview.md (feature walkthrough),
guides/terminusdb_ex_livebook.livemd (full Livebook demo).
	Hermetic doctest examples on every public function (27 doctests total).

Fixed
	Document.get/2: unfold, minimized, compress_ids, and as_list set to
false are now sent to the server (previously silently dropped, so the
server's true defaults always won).
	Document.stream/2: raises TerminusDB.Error on client errors instead of
MatchError.
	Branch.create/3: :organization and :repo overrides are now reflected in
the origin body, not just the path.
	Streaming.document_stream/2: no longer hangs if the server never sends
:done — a receive timeout halts the stream.
	Streaming.split_concatenated/1: handles a lone trailing \ at a chunk
boundary inside a string (retains it for the next chunk).
	Flaky telemetry test fixed (unique-path filtered refute_receive).
	All documentation examples corrected: {:ok, _} = delete(...) instead of
:ok = delete(...).

Changed
	Client.resource_path/2 signature changed from (org, db) to (config, opts).
	Version bumped to 0.2.0; source_ref updated for HexDocs.
	.sobelow-conf ignores SQL.Query false positive on Document.query/3.

0.1.0 — 2026-06-23
Added — foundation (v0.1)
	TerminusDB.Config: immutable, NimbleOptions-validated connection/resource
context with scoping helpers (with_database/2, with_branch/2,
with_organization/2, with_repo/2, with_ref/2), Basic + Bearer auth, and
redact/1 for safe logging.
	TerminusDB.Error: typed error struct + exception with :reason
(:transport/:http/:api/:decode), structured api:* parsing, and
constructors transport/1, http/2, api/2, decode/2.
	TerminusDB.Client: the single HTTP wire module (Req-based). request/4,
request!/4, request_response/4; centralizes auth, headers, JSON, error
mapping, and telemetry. Supports the Req fake adapter: for hermetic tests.
	TerminusDB.Database: database management API — create/3, delete/3,
info/3, list/2, exists?/3, update/3 (plus !/ variants).
	TerminusDB.Telemetry: [:terminusdb, <area>, :start|:stop] events with
measurements and redacted metadata.
	Telemetry on every operation; retry disabled for predictable behavior.

Tooling & infrastructure
	Dependencies: req, jason, nimble_options, telemetry.
	Dev/test: ex_doc, credo, dialyxir, sobelow, excoveralls, stream_data.
	CI: GitHub Actions (format, compile, credo, sobelow, dialyzer, tests + coverage,
docs) on Elixir 1.18 / 1.19 / 1.20.
	Release workflow: tagged publishes to Hex.pm with a full quality gate.
	docker-compose.yml for local integration tests.
	Strict .credo.exs, formatter config (line length 98), dialyzer PLT caching.

Documentation
	ARCHITECTURE.md: review summary, architecture option analysis, high-level
design.
	7 ADRs (docs/adr/): Req, WOQL DSL, Ecto, ExDatalog, Telemetry, Testing,
Streaming.
	AGENTS.md: operating guide, commands, conventions, milestone roadmap.
	LICENSE (Apache-2.0), CHANGELOG.md, README.md.

Tests
	79 unit tests + 18 doctests, all hermetic (fake Req adapter). 100% lib/
coverage.
	Integration tests (test/integration/) against a Dockerized TerminusDB; run
manually via mix test --only integration.



  

    License


                                 Apache License
                           Version 2.0, January 2004
                        http://www.apache.org/licenses/

   TERMS AND CONDITIONS FOR USE, REPRODUCTION, AND DISTRIBUTION

   1. Definitions.

      "License" shall mean the terms and conditions for use, reproduction,
      and distribution as defined by Sections 1 through 9 of this document.

      "Licensor" shall mean the copyright owner or entity authorized by
      the copyright owner that is granting the License.

      "Legal Entity" shall mean the union of the acting entity and all
      other entities that control, are controlled by, or are under common
      control with that entity. For the purposes of this definition,
      "control" means (i) the power, direct or indirect, to cause the
      direction or management of such entity, whether by contract or
      otherwise, or (ii) ownership of fifty percent (50%) or more of the
      outstanding shares, or (iii) beneficial ownership of such entity.

      "You" (or "Your") shall mean an individual or Legal Entity
      exercising permissions granted by this License.

      "Source" form shall mean the preferred form for making modifications,
      including but not limited to software source code, documentation
      source, and configuration files.

      "Object" form shall mean any form resulting from mechanical
      transformation or translation of a Source form, including but
      not limited to compiled object code, generated documentation,
      and conversions to other media types.

      "Work" shall mean the work of authorship, whether in Source or
      Object form, made available under the License, as indicated by a
      copyright notice that is included in or attached to the work
      (an example is provided in the Appendix below).

      "Derivative Works" shall mean any work, whether in Source or Object
      form, that is based on (or derived from) the Work and for which the
      editorial revisions, annotations, elaborations, or other modifications
      represent, as a whole, an original work of authorship. For the purposes
      of this License, Derivative Works shall not include works that remain
      separable from, or merely link (or bind by name) to the interfaces of,
      the Work and Derivative Works thereof.

      "Contribution" shall mean any work of authorship, including
      the original version of the Work and any modifications or additions
      to that Work or Derivative Works thereof, that is intentionally
      submitted to Licensor for inclusion in the Work by the copyright owner
      or by an individual or Legal Entity authorized to submit on behalf of
      the copyright owner. For the purposes of this definition, "submitted"
      means any form of electronic, verbal, or written communication sent
      to the Licensor or its representatives, including but not limited to
      communication on electronic mailing lists, source code control systems,
      and issue tracking systems that are managed by, or on behalf of, the
      Licensor for the purpose of discussing and improving the Work, but
      excluding communication that is conspicuously marked or otherwise
      designated in writing by the copyright owner as "Not a Contribution."

      "Contributor" shall mean Licensor and any individual or Legal Entity
      on behalf of whom a Contribution has been received by Licensor and
      subsequently incorporated within the Work.

   2. Grant of Copyright License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      copyright license to reproduce, prepare Derivative Works of,
      publicly display, publicly perform, sublicense, and distribute the
      Work and such Derivative Works in Source or Object form.

   3. Grant of Patent License. Subject to the terms and conditions of
      this License, each Contributor hereby grants to You a perpetual,
      worldwide, non-exclusive, no-charge, royalty-free, irrevocable
      (except as stated in this section) patent license to make, have made,
      use, offer to sell, sell, import, and otherwise transfer the Work,
      where such license applies only to those patent claims licensable
      by such Contributor that are necessarily infringed by their
      Contribution(s) alone or by combination of their Contribution(s)
      with the Work to which such Contribution(s) was submitted. If You
      institute patent litigation against any entity (including a
      cross-claim or counterclaim in a lawsuit) alleging that the Work
      or a Contribution incorporated within the Work constitutes direct
      or contributory patent infringement, then any patent licenses
      granted to You under this License for that Work shall terminate
      as of the date such litigation is filed.

   4. Redistribution. You may reproduce and distribute copies of the
      Work or Derivative Works thereof in any medium, with or without
      modifications, and in Source or Object form, provided that You
      meet the following conditions:

      (a) You must give any other recipients of the Work or
          Derivative Works a copy of this License; and

      (b) You must cause any modified files to carry prominent notices
          stating that You changed the files; and

      (c) You must retain, in the Source form of any Derivative Works
          that You distribute, all copyright, patent, trademark, and
          attribution notices from the Source form of the Work,
          excluding those notices that do not pertain to any part of
          the Derivative Works; and

      (d) If the Work includes a "NOTICE" text file as part of its
          distribution, then any Derivative Works that You distribute must
          include a readable copy of the attribution notices contained
          within such NOTICE file, excluding those notices that do not
          pertain to any part of the Derivative Works, in at least one
          of the following places: within a NOTICE text file distributed
          as part of the Derivative Works; within the Source form or
          documentation, if provided along with the Derivative Works; or,
          within a display generated by the Derivative Works, if and
          wherever such third-party notices normally appear. The contents
          of the NOTICE file are for informational purposes only and
          do not modify the License. You may add Your own attribution
          notices within Derivative Works that You distribute, alongside
          or as an addendum to the NOTICE text from the Work, provided
          that such additional attribution notices cannot be construed
          as modifying the License.

      You may add Your own copyright statement to Your modifications and
      may provide additional or different license terms and conditions
      for use, reproduction, or distribution of Your modifications, or
      for any such Derivative Works as a whole, provided Your use,
      reproduction, and distribution of the Work otherwise complies with
      the conditions stated in this License.

   5. Submission of Contributions. Unless You explicitly state otherwise,
      any Contribution intentionally submitted for inclusion in the Work
      by You to the Licensor shall be under the terms and conditions of
      this License, without any additional terms or conditions.
      Notwithstanding the above, nothing herein shall supersede or modify
      the terms of any separate license agreement you may have executed
      with Licensor regarding such Contributions.

   6. Trademarks. This License does not grant permission to use the trade
      names, trademarks, service marks, or product names of the Licensor,
      except as required for reasonable and customary use in describing the
      origin of the Work and reproducing the content of the NOTICE file.

   7. Disclaimer of Warranty. Unless required by applicable law or
      agreed to in writing, Licensor provides the Work (and each
      Contributor provides its Contributions) on an "AS IS" BASIS,
      WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or
      implied, including, without limitation, any warranties or conditions
      of TITLE, NON-INFRINGEMENT, MERCHANTABILITY, or FITNESS FOR A
      PARTICULAR PURPOSE. You are solely responsible for determining the
      appropriateness of using or redistributing the Work and assume any
      risks associated with Your exercise of permissions under this License.

   8. Limitation of Liability. In no event and under no legal theory,
      whether in tort (including negligence), contract, or otherwise,
      unless required by applicable law (such as deliberate and grossly
      negligent acts) or agreed to in writing, shall any Contributor be
      liable to You for damages, including any direct, indirect, special,
      incidental, or consequential damages of any character arising as a
      result of this License or out of the use or inability to use the
      Work (including but not limited to damages for loss of goodwill,
      work stoppage, computer failure or malfunction, or any and all
      other commercial damages or losses), even if such Contributor
      has been advised of the possibility of such damages.

   9. Accepting Warranty or Additional Liability. While redistributing
      the Work or Derivative Works thereof, You may choose to offer,
      and charge a fee for, acceptance of support, warranty, indemnity,
      or other liability obligations and/or rights consistent with this
      License. However, in accepting such obligations, You may act only
      on Your own behalf and on Your sole responsibility, not on behalf
      of any other Contributor, and only if You agree to indemnify,
      defend, and hold each Contributor harmless for any liability
      incurred by, or claims asserted against, such Contributor by reason
      of your accepting any such warranty or additional liability.

   END OF TERMS AND CONDITIONS

   APPENDIX: How to apply the Apache License to your work.

      To apply the Apache License to your work, attach the following
      boilerplate notice, with the fields enclosed by brackets "[]"
      replaced with your own identifying information. (Don't include
      the brackets!)  The text should be enclosed in the appropriate
      comment syntax for the file format. We also recommend that a
      file or class name and description of purpose be included on the
      same "printed page" as the copyright notice for easier
      identification within third-party archives.

   Copyright 2026 Thanos Vassilakis

   Licensed under the Apache License, Version 2.0 (the "License");
   you may not use this file except in compliance with the License.
   You may obtain a copy of the License at

       http://www.apache.org/licenses/LICENSE-2.0

   Unless required by applicable law or agreed to in writing, software
   distributed under the License is distributed on an "AS IS" BASIS,
   WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
   See the License for the specific language governing permissions and
   limitations under the License.



  

    Introduction to TerminusDB

TerminusDB is an open-source document graph database with built-in version
control. It stores JSON documents in a schema-enforced graph, tracks every
change as an immutable commit, and supports branch, diff, merge, clone, and
time-travel operations, like Git but for structured data rather than files.
This guide explains the core concepts you need to use terminusdb_ex effectively.

Documents
A document is a JSON object conforming to a schema class. Under the hood,
TerminusDB decomposes each document into RDF triples stored in a graph, but you
interact with it as plain JSON through the document API.
Every document has a @type (the class name) and an @id (a unique identifier
used for retrieval, updates, and cross-references):
{
  "@type": "Person",
  "@id": "Person/Alice",
  "name": "Alice",
  "age": 30
}
Document types
	Type	Description
	Document	A top-level object with its own @id. Can be referenced by other documents.
	Subdocument	Owned by its containing document. Cannot be referenced independently. Deleted when the parent is deleted. Use @subdocument: [] in the class definition.
	Shared document (@shared)	A regular document with its own IRI that can be referenced by any number of other documents. Automatically cascade-deleted when no document references it anymore.

Document keys (@id generation)
The @key field in a class definition controls how @id values are generated:
	Key type	Behaviour
	Random	Auto-generates a random ID (default).
	Lexical	Builds the ID from specified fields, sorted lexicographically.
	Hash	Builds the ID from a hash of specified fields.
	ValueHash	Hash of the entire document content.


Schema
A schema is a set of class definitions that describe the shape of documents.
Schemas are themselves documents (in the schema graph), written as JSON-LD.
A class definition specifies properties, their types, relationships, and
constraints:
{
  "@type": "Class",
  "@id": "Person",
  "name": "xsd:string",
  "age": "xsd:integer",
  "email": "xsd:string",
  "address": "Address"
}
Schema frames
A frame is the JSON-LD description of a class that TerminusDB returns from
the /api/schema endpoint. It includes the class's properties, their types,
key strategy, and documentation. Retrieve frames with TerminusDB.Schema.frame/3.
Property types
	Type syntax	Meaning
	"xsd:string"	String
	"xsd:integer"	Integer
	"xsd:decimal"	Decimal
	"xsd:dateTime"	Timestamp
	"xsd:boolean"	Boolean
	"ClassName"	Reference to another document
	{"@type": "Set", "@class": "ClassName"}	Unordered set of references
	{"@type": "List", "@class": "ClassName"}	Ordered list of references
	{"@type": "Array", "@class": "ClassName"}	Ordered, duplicates allowed

Two graphs
Each database has two named graphs:
	Graph	Contents
	instance	Your data documents (the default for all document operations).
	schema	Your class definitions. Pass graph_type: :schema to read or write schema documents.


Branches
TerminusDB provides git-like version control for data. Every commit is an
immutable delta layer (a record of what was added and removed). You can:
	Branch from an existing branch (default: main) to create an isolated
copy of the data at that point in time.
	Make changes on the branch independently.
	Merge the branch back, or diff it against another branch to see
exactly what changed.
	Time-travel by pinning a config to a specific commit ref.

Resource addressing
Resources are addressed as organization/database/repo/branch/ref:
	Component	Default	Purpose
	organization	admin	The team that owns the database.
	database	(none, must be scoped)	The database name.
	repo	local	local or a remote name.
	branch	main	The branch to read from / write to.
	ref	(none)	A commit ref for time-travel queries.

Use TerminusDB.Config.with_database/2, with_branch/2, with_repo/2, and
with_ref/2 to scope an immutable config.

Queries
TerminusDB offers three query mechanisms:
1. Document query (template matching)
The simplest approach: submit a JSON template and TerminusDB returns all
documents that match the shape. Use TerminusDB.Document.query/3:
{:ok, matches} = TerminusDB.Document.query(config, %{"@type" => "Person", "age" => 30})
2. WOQL (Web Object Query Language)
A Datalog-based query language with unification. Variables use the v:Name
convention; shared variables create implicit joins (no JOIN syntax needed).
WOQL supports graph traversal, pattern matching, filtering, aggregation, and
recursion via path expressions.
WOQL queries are composed as an AST and serialized to JSON-LD. The WOQL DSL
for terminusdb_ex is planned for a later v0.2 release; until then, use
TerminusDB.Client.request/4 to POST raw WOQL JSON to the /api/woql endpoint.
3. GraphQL
TerminusDB auto-generates a GraphQL schema from your class definitions. The
GraphQL endpoint is available at /api/graphql/{org}/{db}. GraphQL support in
terminusdb_ex is planned for a later v0.2 release.

Indexes and storage
TerminusDB does not require you to create indexes manually. Under the hood:
	Data is stored as RDF triples in succinct data structures (compressed,
content-addressed delta layers). All data is persisted on disk, but queries
execute in-memory against the succinct representation, making reads fast.
	The succinct encoding is space-efficient: approximately 13 bytes per triple
on billion-triple datasets.
	Every commit appends a new immutable delta layer. Periodic delta rollup
compresses accumulated layers to keep the in-memory footprint bounded.
	Because committed layers are immutable, readers never block writers and
writers never block readers (lock-free concurrency).
	There are no separate indexes to tune. Graph traversal follows typed edges
directly; the succinct layer stack is optimised for point lookups and
pattern scans.


Further reading
	TerminusDB documentation
	Document model
	Schema reference
	WOQL explanation
	Version control



  

    Migrating from SQL to TerminusDB

This guide shows how to model relational data in TerminusDB using
terminusdb_ex. We take a typical SQL schema and translate it step by step,
highlighting the differences and what you gain.

The SQL schema
Consider a simple blog application with users, posts, and comments:
CREATE TABLE users (
    id    SERIAL PRIMARY KEY,
    name  VARCHAR(255) NOT NULL,
    email VARCHAR(255) UNIQUE NOT NULL
);

CREATE TABLE posts (
    id       SERIAL PRIMARY KEY,
    title    VARCHAR(255) NOT NULL,
    body     TEXT,
    author_id INTEGER NOT NULL REFERENCES users(id),
    created_at TIMESTAMP DEFAULT NOW()
);

CREATE TABLE comments (
    id       SERIAL PRIMARY KEY,
    body     TEXT NOT NULL,
    post_id  INTEGER NOT NULL REFERENCES posts(id),
    author_id INTEGER NOT NULL REFERENCES users(id),
    created_at TIMESTAMP DEFAULT NOW()
);
SQL queries you would write
-- All posts by Alice
SELECT p.* FROM posts p
JOIN users u ON p.author_id = u.id
WHERE u.name = 'Alice';

-- All comments on Alice's posts
SELECT c.* FROM comments c
JOIN posts p ON c.post_id = p.id
JOIN users u ON p.author_id = u.id
WHERE u.name = 'Alice';

-- Count comments per post
SELECT p.title, COUNT(c.id) AS comment_count
FROM posts p
LEFT JOIN comments c ON c.post_id = p.id
GROUP BY p.id, p.title;

Step 1: Create a database
config = TerminusDB.Config.new(endpoint: "http://localhost:6363")

{:ok, _} =
  TerminusDB.Database.create(config, "blog",
    label: "Blog",
    comment: "A blog migrated from SQL",
    schema: true
  )

config = TerminusDB.Config.with_database(config, "blog")

Step 2: Define the schema
In SQL, tables define columns with types and foreign keys. In TerminusDB,
classes define properties with types and references to other classes.
Key differences:
	SQL	TerminusDB
	SERIAL PRIMARY KEY	@key strategy (e.g. Random, Lexical, Hash) auto-generates @id
	VARCHAR(255)	"xsd:string"
	TEXT	"xsd:string"
	INTEGER	"xsd:integer"
	TIMESTAMP	"xsd:dateTime"
	FOREIGN KEY	A property typed as the referenced class name
	JOIN	Not needed; references are followed automatically (graph traversal)

Insert the schema documents
# User class (maps to the users table)
{:ok, _} =
  TerminusDB.Document.insert(config,
    %{
      "@type" => "Class",
      "@id" => "User",
      "@key" => %{"@type" => "Lexical", "@fields" => ["email"]},
      "name" => "xsd:string",
      "email" => "xsd:string"
    },
    author: "admin",
    message: "Add User schema",
    graph_type: :schema
  )

# Post class (maps to the posts table)
# author_id foreign key becomes a reference: "User"
{:ok, _} =
  TerminusDB.Document.insert(config,
    %{
      "@type" => "Class",
      "@id" => "Post",
      "@key" => %{"@type" => "Random"},
      "title" => "xsd:string",
      "body" => "xsd:string",
      "author" => "User",
      "created_at" => "xsd:dateTime"
    },
    author: "admin",
    message: "Add Post schema",
    graph_type: :schema
  )

# Comment class (maps to the comments table)
# post_id and author_id foreign keys become references
{:ok, _} =
  TerminusDB.Document.insert(config,
    %{
      "@type" => "Class",
      "@id" => "Comment",
      "@key" => %{"@type" => "Random"},
      "body" => "xsd:string",
      "post" => "Post",
      "author" => "User",
      "created_at" => "xsd:dateTime"
    },
    author: "admin",
    message: "Add Comment schema",
    graph_type: :schema
  )
Verify the schema
{:ok, frame} = TerminusDB.Schema.frame(config, "Post")
# => %{
#   "@type" => "Class",
#   "title" => "xsd:string",
#   "body" => "xsd:string",
#   "author" => "User",
#   "created_at" => "xsd:dateTime"
# }

Step 3: Insert data
In SQL you INSERT rows. In TerminusDB you insert documents.
SQL INSERT vs TerminusDB document insert
INSERT INTO users (name, email) VALUES ('Alice', 'alice@example.com');
INSERT INTO posts (title, body, author_id) VALUES ('First Post', 'Hello', 1);
INSERT INTO comments (body, post_id, author_id) VALUES ('Nice!', 1, 2);
# Insert users
{:ok, _} =
  TerminusDB.Document.insert(config,
    %{"@type" => "User", "name" => "Alice", "email" => "alice@example.com"},
    author: "admin", message: "Add Alice"
  )

{:ok, _} =
  TerminusDB.Document.insert(config,
    %{"@type" => "User", "name" => "Bob", "email" => "bob@example.com"},
    author: "admin", message: "Add Bob"
  )

# Insert a post (reference the author by @id, not by numeric FK)
{:ok, _} =
  TerminusDB.Document.insert(config,
    %{
      "@type" => "Post",
      "title" => "First Post",
      "body" => "Hello world",
      "author" => "User/alice@example.com",
      "created_at" => DateTime.utc_now() |> DateTime.to_iso8601()
    },
    author: "admin", message: "Add first post"
  )

# Insert a comment (reference both post and author by @id)
{:ok, _} =
  TerminusDB.Document.insert(config,
    %{
      "@type" => "Comment",
      "body" => "Nice!",
      "post" => "Post/<auto-generated-id>",
      "author" => "User/bob@example.com",
      "created_at" => DateTime.utc_now() |> DateTime.to_iso8601()
    },
    author: "admin", message: "Add comment"
  )
The key difference: foreign keys become document references. You reference
another document by its @id (e.g. "User/alice@example.com"), not by a
numeric ID. TerminusDB follows these references automatically during retrieval,
so there is no need for JOINs.

Step 4: Query data
All posts by Alice
SQL (with JOIN):
SELECT p.* FROM posts p
JOIN users u ON p.author_id = u.id
WHERE u.name = 'Alice';
TerminusDB (no JOIN, template query):
{:ok, posts} =
  TerminusDB.Document.query(config, %{
    "@type" => "Post",
    "author" => "User/alice@example.com"
  })
Or, if you only know the name and not the @id, first look up the user, then
query their posts:
{:ok, users} = TerminusDB.Document.query(config, %{"@type" => "User", "name" => "Alice"})
alice_id = hd(users)["@id"]

{:ok, posts} = TerminusDB.Document.query(config, %{"@type" => "Post", "author" => alice_id})
All comments on Alice's posts
SQL (two JOINs):
SELECT c.* FROM comments c
JOIN posts p ON c.post_id = p.id
JOIN users u ON p.author_id = u.id
WHERE u.name = 'Alice';
TerminusDB (follow references, no JOINs):
# Get Alice's posts, then get comments for each post
{:ok, posts} = TerminusDB.Document.query(config, %{"@type" => "Post", "author" => alice_id})

comments =
  for post <- posts,
      {:ok, cs} <- [TerminusDB.Document.query(config, %{"@type" => "Comment", "post" => post["@id"]})],
      c <- cs do
    c
  end
With unfold: true (the default), TerminusDB follows references automatically,
so you can retrieve a post and its author in one call:
{:ok, posts} = TerminusDB.Document.get(config, type: "Post", as_list: true, unfold: true)
hd(posts)["author"]["name"]  # => "Alice"

Step 5: Update and delete
SQL
UPDATE posts SET title = 'Renamed' WHERE id = 1;
DELETE FROM comments WHERE id = 5;
TerminusDB
# Replace (update) a document
{:ok, post} = TerminusDB.Document.get(config, id: "Post/abc123")
{:ok, _} =
  TerminusDB.Document.replace(config,
    Map.put(post, "title", "Renamed"),
    author: "admin", message: "Rename post"
  )

# Delete a document
{:ok, _} = TerminusDB.Document.delete(config, id: "Comment/xyz789", author: "admin", message: "Remove comment")

Key takeaways
	SQL concept	TerminusDB equivalent
	Table	Class (schema document)
	Row	Document (instance document)
	Column	Property in the class definition
	Primary key	@key strategy generating @id
	Foreign key	Property typed as the referenced class name
	INSERT	Document.insert/3
	SELECT ... WHERE	Document.query/3 (template matching)
	JOIN	Not needed; references are followed automatically
	UPDATE	Document.replace/3
	DELETE	Document.delete/2
	CREATE TABLE	Insert a Class document in the :schema graph
	Transaction	Every write is an atomic commit with author + message
	Migration	Insert/update Class documents in the :schema graph

What you gain by migrating
	No JOINs: references are followed automatically by the graph engine.
	Version history: every change is an immutable commit. Time-travel to any
past state, diff two points in time, branch the entire database.
	Schema validation: the schema is enforced on every write, not optional.
	Flexible nesting: subdocuments allow deeply nested JSON without separate
tables.
	Audit trail: every commit records author, timestamp, and message.



  

    Overview Guide

A walkthrough of every feature in terminusdb_ex v0.3. Each section demonstrates
a module with runnable examples (against a live TerminusDB at
http://localhost:6363).
Setup
Start a TerminusDB server:
docker compose up -d
until curl -sf http://localhost:6363/api/ok >/dev/null 2>&1; do sleep 1; done

Then in an Elixir shell (iex -S mix):
alias TerminusDB.{Config, Database, Document, Schema, Branch, Commit, Diff, Merge, WOQL, Client, Error}
1. Configuration (immutable context)
TerminusDB.Config is an immutable struct carrying the server endpoint,
credentials, and resource scope. All API functions take a config and return
derived configs via with_* helpers, never mutating.
# Basic config with default admin:root auth
config = Config.new(endpoint: "http://localhost:6363")

# With a bearer token
config = Config.new(endpoint: "http://localhost:6363", token: "tok_abc")

# Inspect the auth tuple
Config.auth(config)
# => {:bearer, "tok_abc"}

# Redact secrets for logging / telemetry
Config.redact(config).token
# => "[redacted]"
2. Database management
Create, inspect, update, and delete databases.
# Create
{:ok, _} = Database.create(config, "demo", label: "Demo DB", schema: true)

# Check existence
Database.exists?(config, "demo")  # => true
Database.exists?(config, "nope")  # => false

# Get info
{:ok, details} = Database.info(config, "demo")

# List all databases
{:ok, all} = Database.list(config)

# Update metadata
{:ok, _} = Database.update(config, "demo", label: "Renamed DB")

# Delete
{:ok, _} = Database.delete(config, "demo")
3. Document CRUD
Insert, retrieve, query, replace, and delete documents. Requires a config scoped
to a database.
config = Config.with_database(config, "demo")

# Insert a schema (Class document in the schema graph)
{:ok, _} =
  Document.insert(config,
    %{"@type" => "Class", "@id" => "Person", "name" => "xsd:string", "age" => "xsd:integer"},
    author: "admin", message: "add schema",
    graph_type: :schema
  )

# Insert a document
{:ok, _} =
  Document.insert(config,
    %{"@type" => "Person", "name" => "Alice", "age" => 30},
    author: "admin", message: "add Alice"
  )

# Insert multiple documents at once
{:ok, _} =
  Document.insert(config, [
    %{"@type" => "Person", "name" => "Bob", "age" => 25},
    %{"@type" => "Person", "name" => "Carol", "age" => 28}
  ], author: "admin", message: "add more people")

# Get all documents of a type
{:ok, docs} = Document.get(config, type: "Person", as_list: true)

# Get a specific document by ID
{:ok, person} = Document.get(config, id: "Person/Alice")

# Query by template
{:ok, matches} = Document.query(config, %{"@type" => "Person", "age" => 30})

# Replace (update) a document
{:ok, _} =
  Document.replace(config,
    %{"@id" => "Person/Alice", "name" => "Alicia", "age" => 31},
    author: "admin", message: "rename Alice"
  )

# Delete a document
{:ok, _} = Document.delete(config, id: "Person/Alice", author: "admin", message: "remove")
4. Schema frames
Retrieve the schema frame (JSON-LD class description) for a class or all classes.
# Frame for a specific class
{:ok, frame} = Schema.frame(config, "Person")
# => %{"@type" => "Class", "name" => "xsd:string", "age" => "xsd:integer"}

# All class frames
{:ok, all} = Schema.all(config)
# => %{"Person" => %{"@type" => "Class", ...}}

# With options
{:ok, frame} = Schema.frame(config, "Person", compress_ids: false, expand_abstract: false)
5. Branches
Create, check, and delete branches (git-like version control for data).
# Create a branch (forks from main by default)
{:ok, _} = Branch.create(config, "feature")

# Fork from a specific branch
{:ok, _} = Branch.create(config, "dev", from: "main")

# Check existence
Branch.exists?(config, "feature")  # => true

# Work on the branch
feature_config = Config.with_branch(config, "feature")
{:ok, _} = Document.insert(feature_config,
  %{"@type" => "Person", "name" => "Dave"},
  author: "admin", message: "add Dave on feature branch"
)

# Delete the branch
{:ok, _} = Branch.delete(config, "feature")
6. Streaming
Stream large document result sets with constant memory using Req's async response
and the concatenated-JSON decoder.
# Stream all Person documents
Document.stream(config, type: "Person")
|> Stream.each(&IO.inspect/1)
|> Stream.run()

# Count without loading all into memory
count = Document.stream(config, type: "Person") |> Enum.count()
7. Telemetry
Every operation emits [:terminusdb, <area>, :start] and [:stop] events.
# Attach a handler
:telemetry.attach_many(
  "my-handler",
  [[:terminusdb, :document, :stop], [:terminusdb, :database, :stop]],
  fn _event, measurements, meta, _ctx ->
    IO.puts("[#{meta.area}] #{meta.method} #{meta.path} -> #{meta.status} (#{measurements[:duration]} ns)")
  end,
  nil
)

# Now operations emit events:
{:ok, _} = Database.create(config, "telemetry_test", label: "Test")
# [database] :post db/admin/telemetry_test -> 200 (1234567 ns)

:telemetry.detach("my-handler")
8. Error handling
All public functions return {:ok, result} or {:error, %TerminusDB.Error{}}.
The !/ variants raise instead.
# Tuple-returning (non-raising)
case Database.create(config, "demo", label: "Demo") do
  {:ok, _} -> :ok
  {:error, %Error{reason: :api, api_type: "api:DatabaseAlreadyExists"} = e} ->
    IO.puts("Database already exists: #{Exception.message(e)}")
  {:error, %Error{reason: :transport} = e} ->
    IO.puts("Network error: #{Exception.message(e)}")
end

# Raising variant
Database.create!(config, "demo", label: "Demo")
# raises TerminusDB.Error if it fails
9. Raw client access
For endpoints not yet wrapped by a higher-level module, use Client.request/4
directly.
# Raw GET
{:ok, body} = Client.request(config, :get, "ok")

# Raw POST with JSON body
{:ok, resp} = Client.request(config, :post, "db/admin/mydb",
  json: %{label: "My DB", schema: true},
  area: :database
)

# Get the full Req.Response (headers, status, body)
{:ok, resp} = Client.request_response(config, :get, "info")
resp.status  # => 200
resp.headers["content-type"]  # => ["application/json"]
10. Commit history
Every write to TerminusDB creates an immutable commit. Use TerminusDB.Commit
to traverse the commit chain on a branch.
# List recent commits on the current branch
{:ok, log} = Commit.log(config)
# => [
#   %{"@id" => "commit/abc...", "author" => "admin", "message" => "add Alice", ...},
#   %{"@id" => "commit/def...", "author" => "admin", "message" => "add schema", ...}
# ]

# Full history (same endpoint, all commits)
{:ok, history} = Commit.history(config)

# Paginate: start from a specific commit, limit results
{:ok, page} = Commit.log(config, start: "commit/abc...", limit: 5)

# Inspect a single commit by descriptor ID
{:ok, commit} = Commit.get(config, "commit/abc...")
# => %{"@id" => "commit/abc...", "author" => "admin", "message" => "add Alice", ...}

# History on a different branch
feature_config = Config.with_branch(config, "feature")
{:ok, feature_log} = Commit.log(feature_config)
11. Diff
Compare two document states or branch/commit refs with TerminusDB.Diff.
# Diff two document values
{:ok, patch} = Diff.compare(config,
  before: %{"@id" => "Person/Alice", "name" => "Alice", "age" => 30},
  after: %{"@id" => "Person/Alice", "name" => "Alicia", "age" => 31}
)
# => %{"name" => %{"@op" => "ValueSwap", "@before" => "Alice", "@after" => "Alicia"}, ...}

# Diff two branches
{:ok, branch_diff} = Diff.compare(config,
  before: "admin/mydb/local/branch/main",
  after: "admin/mydb/local/branch/feature"
)

# Preserve certain fields in the diff output
{:ok, patch} = Diff.compare(config,
  before: %{"@id" => "Person/Alice", "name" => "Alice"},
  after: %{"@id" => "Person/Alice", "name" => "Alicia"},
  keep: %{"@id" => true}
)
12. Merge
TerminusDB uses a rebase model for merging: the source branch's commits are
replayed on top of the target branch. Use TerminusDB.Merge to merge branches.
# Create a feature branch and diverge
{:ok, _} = Branch.create(config, "feature")
feature_config = Config.with_branch(config, "feature")

Document.insert!(feature_config,
  %{"@type" => "Person", "name" => "Dave"},
  author: "admin", message: "add Dave on feature"
)

# Merge feature into main
{:ok, result} = Merge.merge(config,
  source_branch: "feature",
  target_branch: "main",
  author: "admin",
  message: "merge feature into main"
)
# => %{"api:status" => "api:success", "api:forwarded_commits" => [...]}

# Dave is now on main
{:ok, docs} = Document.get(config, type: "Person", as_list: true)
"Dave" in Enum.map(docs, & &1["name"])  # => true

# Clean up the branch
{:ok, _} = Branch.delete(config, "feature")
13. WOQL DSL
WOQL (Web Object Query Language) is TerminusDB's Datalog-based query language.
Use TerminusDB.WOQL to build composable queries functionally, serialize to
JSON-LD, and execute.
import TerminusDB.WOQL

# Build a query: find all Persons and their names
query =
  select(["v:Name"],
    and_([
      triple("v:Person", "rdf:type", iri("@schema:Person")),
      triple("v:Person", "name", "v:Name")
    ])
  )

# Execute against the database
{:ok, result} = WOQL.execute(config, query)
# => %{"bindings" => [%{"Name" => "Alice"}, %{"Name" => "Bob"}, ...]}

# Query with an equality filter
query =
  select(["v:Name"],
    and_([
      triple("v:Person", "name", "v:Name"),
      eq("v:Name", "Alice")
    ])
  )

{:ok, result} = WOQL.execute(config, query)
# => %{"bindings" => [%{"Name" => "Alice"}]}

# Read a single document by ID
query = read_document("Person/Alice", "v:Doc")
{:ok, result} = WOQL.execute(config, query)

# Check the type of a node
query = type_of("v:Person", "v:Type")
{:ok, result} = WOQL.execute(config, query)

# Serialize to JSON-LD (inspect the wire format)
jsonld = WOQL.to_jsonld(query)
# => %{"@type" => "TypeOf", "value" => %{"@type" => "Value", ...}, ...}

# Deserialize back
WOQL.from_jsonld(jsonld)  # => %TerminusDB.WOQL{op: :type_of, args: [...]}

# Write query with commit metadata
query =
  and_([
    triple("v:New", "rdf:type", iri("@schema:Person")),
    triple("v:New", "name", "v:Name"),
    eq("v:Name", "Eve")
  ])

{:ok, _} = WOQL.execute(config, query, author: "admin", message: "add Eve via WOQL")
Supported WOQL vocabulary (v0.2)
The WOQL DSL covers ~70 operators across all major families. The encoder uses
four value-wrapper types (NodeValue, Value, DataValue,
ArithmeticValue) matching the Python/JS clients. Use iri/1 to mark a
string as an IRI in triple object position (string objects default to
xsd:string literals).
Logical combinators
	Function	WOQL type	Description
	and_/1	And	Conjunction of sub-queries
	or_/1	Or	Disjunction of sub-queries
	not_/1	Not	Negation
	opt/1	Optional	Optional sub-query
	once/1	Once	Single result
	immediately/1	Immediately	No backtracking

Query modifiers
	Function	WOQL type	Description
	select/2	Select	Project variables
	distinct/2	Distinct	Distinct solutions
	limit/2	Limit	Max results
	start/2	Start	Offset
	order_by/2	OrderBy	Order by variables (tuple or keyword list)
	group_by/4	GroupBy	Group results
	count/2	Count	Count solutions
	collect/3	Collect	Collect into a list
	star/0, all/0	Triple	Select everything

Graph patterns
	Function	WOQL type	Description
	triple/3	Triple	Match/create a triple
	quad/4	Triple+graph	Quad pattern
	added_triple/3	AddedTriple	Triple added in commit
	removed_triple/3	DeletedTriple	Triple removed in commit
	add_triple/3	AddTriple	Add triples
	delete_triple/3	DeleteTriple	Delete triples
	update_triple/3	macro	Update a triple

Comparison
	Function	WOQL type	Description
	eq/2	Equals	Unify left and right
	less/2	Less	Less than
	greater/2	Greater	Greater than
	gte/2	Gte	Greater or equal
	lte/2	Lte	Less or equal
	like/3	Like	String similarity

Schema ops
	Function	WOQL type	Description
	type_of/2	TypeOf	Unify type of a node
	isa/2	IsA	Type membership
	sub/2	Subsumption	Subclass check
	cast/3	Typecast	Type cast

Arithmetic
	Function	WOQL type	Description
	eval/2	Eval	Evaluate expression
	plus/1	Plus	Sum values
	minus/1	Minus	Subtract
	times/1	Times	Multiply
	divide/1	Divide	Divide
	sum/2	Sum	Sum a list

String ops
	Function	WOQL type	Description
	concat/2	Concatenate	Concatenate strings
	join/3	Join	Join with glue
	substr/5	Substring	Substring
	trim/2	Trim	Strip whitespace
	upper/2	Upper	Uppercase
	lower/2	Lower	Lowercase
	pad/4	Pad	Pad string to length
	split/3	Split	Split by delimiter
	length/2	Length	List length
	regexp/3	Regexp	Regex match

Path / navigation
path/3 and path/4 support both string patterns and structured builders:
# String pattern
WOQL.path("v:S", "friend*", "v:O")

# Structured
WOQL.path("v:S", WOQL.Path.path_star(WOQL.Path.path_pred("friend")), "v:O")
Documents
	Function	WOQL type	Description
	read_document/2	ReadDocument	Read document by ID
	insert_document/2	InsertDocument	Insert document (optional identifier)
	update_document/2	UpdateDocument	Update document (optional identifier)
	delete_document/1	DeleteDocument	Delete document

Literal helpers
	Function	Description
	var/1	Wrap as v:Name
	iri/1	Wrap as IRI (NodeValue)
	string/1	xsd:string literal
	boolean/1	xsd:boolean literal
	datetime/1	xsd:dateTime literal
	true_/0	True constant

Variables use the v:Name convention. The DSL is purely functional (no macros)
and composes by nesting.
Cleanup
{:ok, _} = Database.delete(config, "demo", force: true)
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TerminusDB auto-generates a GraphQL endpoint from your database's document schema. The terminusdb_ex client provides a thin HTTP wrapper for sending GraphQL queries and mutations.
Connecting
config = TerminusDB.Config.new(endpoint: "http://localhost:6363")
  |> TerminusDB.Config.with_database("mydb")
Queries
{:ok, result} = TerminusDB.GraphQL.query(config, "{ Person { name age } }")
# => {:ok, %{data: %{"Person" => [%{"name" => "Alice", "age" => 30}]}, errors: nil}}
Filtering
{:ok, result} = TerminusDB.GraphQL.query(config, """
  {
    Person(filter: {name: {eq: "Alice"}}) {
      name
      age
    }
  }
""")
Pagination
{:ok, result} = TerminusDB.GraphQL.query(config, """
  {
    Person(limit: 10, offset: 20) { name }
  }
""")
Ordering
{:ok, result} = TerminusDB.GraphQL.query(config, """
  {
    Person(orderBy: {name: ASC}) { name }
  }
""")
Path queries
{:ok, result} = TerminusDB.GraphQL.query(config, """
  {
    Person {
      name
      _path(friend+: { name: "Bob" }) { name }
    }
  }
""")
Backlinks
{:ok, result} = TerminusDB.GraphQL.query(config, """
  {
    Person {
      name
      _backlink(friend: {}) { name }
    }
  }
""")
Count
{:ok, result} = TerminusDB.GraphQL.query(config, """
  {
    Person { _count }
  }
""")
Mutations
Insert documents
{:ok, result} = TerminusDB.GraphQL.mutate(config, """
  mutation {
    _insertDocuments(json: "{\\"@type\\":\\"Person\\",\\"name\\":\\"Alice\\"}")
  }
""")
Replace documents
{:ok, result} = TerminusDB.GraphQL.mutate(config, """
  mutation {
    _replaceDocuments(json: "{\\"@id\\":\\"Person/Alice\\",\\"name\\":\\"Alicia\\"}", create: true)
  }
""")
Delete documents
{:ok, result} = TerminusDB.GraphQL.mutate(config, """
  mutation {
    _deleteDocuments(ids: ["Person/Alice"])
  }
""")
With commit info
{:ok, result} = TerminusDB.GraphQL.mutate(config, """
  mutation {
    _insertDocuments(json: "{\\"@type\\":\\"Person\\",\\"name\\":\\"Bob\\"}") {
      _commitInfo { author message }
    }
  }
""")
Introspection
{:ok, schema} = TerminusDB.GraphQL.introspect(config)
# => {:ok, %{"__schema" => %{"types" => [...]}}}
Variables
{:ok, result} = TerminusDB.GraphQL.query(config, """
  query($name: String) {
    Person(filter: {name: {eq: $name}}) { name }
  }
""", %{"name" => "Alice"})
Error handling
case TerminusDB.GraphQL.query(config, "{ Person { name } }") do
  {:ok, %{data: data, errors: nil}} ->
    # Success
    IO.inspect(data)

  {:ok, %{data: nil, errors: errors}} ->
    # GraphQL errors
    IO.inspect(errors)

  {:error, error} ->
    # HTTP/transport error
    IO.inspect(error)
end
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